While it is quite common for companies investing in leadership development to wonder, "How well is
the program working - are the leaders improving?" it is rare for formal program evaluation to be
conducted for assessing program impact. When such evaluations are conducted to assess the underlying
value of the investment, it is important to conduct a study that will draw accurate conclusions about
program impact. As detailed below, such research can be complex and using 360 Feedback change
scores (comparing before program scores to after program scores) will frequently lead to flawed
conclusions about the effects of leadership programs.
This technical report examines the meaning of changes in 360 Feedback scores over time and discusses
the challenges that emerge when using these sort of data to evaluate leadership development
programs. Specifically, we identify seven measurement challenges that will lead to flawed conclusions
about program impact. After examining the challenges with this sort of program evaluation method, we
provide a set of alternate recommendations for evaluating leadership development efforts such as
training or coaching programs.

Benefits of 360 Feedback
360 Feedback provides an individual with survey-based feedback about their behavioral strengths and
development needs at a particular point in time, above and beyond what they would typically receive
during the course of a normal workday. Moreover, the survey data come from a variety of raters—
ideally those in the best position to provide feedback based on the unique lens with which they view the
leader's behaviors. A critical component of the 360 Feedback process is that each rater has a unique
perspective about the leader based on their personal observations and interactions with the leader.
These unique perspectives lead to variability in the ratings of a given leader. For example, a leader's
influence and negotiation behaviors may look quite different when directed toward a peer as compared
to a direct report or manager. Perhaps a leader is more aggressive when negotiating with a peer than
with his or her boss. Given these dynamics, feedback is helpful in identifying behavioral patterns and
trends that exist between rater groups, providing leaders with insights into their strengths and/or blind
spots that may vary quite a bit by rater group. By examining the perceptions of their co-workers, leaders
can make plans about how to change their behavior that may be specific to each group and perhaps
even specific to each individual co-worker. In our example above, the leader may choose to continue
being aggressive in negotiations with his/her peers, but then shift their approach to become more
forceful with his/her manager. The key point is that 360 Feedback gives leaders a chance to see how
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they show up differently with different stakeholder groups (e.g. peers, boss, direct reports) and make
changes accordingly. No other assessment tool can provide a leader as clear a view into their impact on
co-workers as can 360° feedback. See Bracken, Rose, & Church (2016) for more discussion of the best
applications for 360 Feedback.
While the benefits of the 360 process are many, comparing survey data over time to assess changes in
leaders is problematic due to a number of complex measurement challenges.

Data Collection Considerations
Challenge 1: Data are often situationally specific. Raters provide feedback about a leader relative to a
specific point-in-time. The character of this feedback is influenced by individual, team and organizational
dynamics at play during that specific point-in-time. These contextual factors influence 360
Feedbackscores above and beyond what the individual’s “true score” is on the particular behavior at
hand. For example, survey ratings often reflect very specific events that are recent and salient for raters.
Rather than trying to eliminate these factors, some of the greatest value to leaders in a 360° process is
understanding how they behaved in these moments. So, rather than uncovering a leader’s persistent
behavioral tendencies, the feedback provides highly contextualized information about how they are
behaving with a particular set of co-workers at a particular point in time.
For example, perhaps right before the first survey, a leader just completed a significant presentation to a
group of colleagues in which she was particularly persuasive. The leader's results are likely to reflect
raters' observations based on the memorable presentation, which will be very useful for the leader to
reflect on and understand. At the second administration of the survey, she may not have done any
presentations recently, but may have spent a lot of time working out budget negotiations with her boss
and peers. In this case, her survey scores on the second administration may be higher on her financial
acumen. If a pre-post 360 assessment were used to evaluate the leader's "progress" or growth on
persuasion and financial management, it would likely lead to the flawed conclusion that the leader's
presentation skills got worse and her financial acumen got better. The decrease in the leader's score on
presentation skills and the increase in her scores on considering financial implications may reflect more
about the point in time when the data were collected than her "true" capability in either of these areas.
Challenge 2: Missing data limits confidence in a single result. Missing data on certain items in 360°
surveys is common (and very appropriate) because of the fact that not all raters may have an
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opportunity to observe all behaviors. Consider the example of a leader with five direct reports who have
provided ratings on her presentation skills—four direct reports did not answer the items because they
did not witness the behaviors involved, and one direct report rated the leader a "5" (most positive
rating). In this case, her average direct report score for presentation-related behaviors would be "5". If
we then assess her again six months later, we may find that the person who responded to the first
question does not respond to the questions about presentation skills on second survey, but instead
three others respond. If we try to compare the first score to the second score to draw conclusions about
changes in her presentation skills over time, we will be drawing conclusions based on some significantly
deficient data. First of all, the score differences may be more of a reflection of the different raters than
the actual behaviors. Perhaps the second group of raters has a higher or lower standard for
presentations than the single rater who responded to the first survey. Secondly, the second group may
have seen a presentation (or more than one) that covered different content—perhaps the first one
involved the budget process and the second one pertained to a round of layoffs or a new acquisition.
Third, with so few raters (only one person in the first survey), the lack of sufficient data can lead to some
fairly weak conclusions. In our example, the "average" pre-test score would be "5" based on only one
rater's observations. Even the case where 3 raters provided feedback there is not an adequate number
or raters to draw confident conclusions about the leader's pre-program presentation capability (see
Greguras & Robie, 1995).
Challenge 3: Narrow behaviors vs. broad competencies—what are we measuring? When examining
change using scores on a 360 survey, one critical question to consider is, “What exactly are we hoping
will change?” Specifically, do we expect to see change at the competency level or at the individual
behavior level? The competencies involved in 360 Feedbackare broad, and individuals may receive
feedback indicating they do some things well within a given competency, but some areas within that
competency may need significant improvement. Further, they may learn that with some groups they
excel at a behavior, but with others they struggle. The corresponding development goal would likely be
based on one aspect of that specific competency, may include behaviors that come from more than one
competency, and are almost certainly focused on interactions with one group or another. For example,
perhaps a leader excels at "listens to others attentively" (Communication competency). The same
person may score low on "includes others' ideas when making decisions" (Decision Making
competency). In these cases, the leader’s action plan may include specific behaviors that represent
desired improvement areas across different competencies. If we are looking for gains in one specific
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competency (i.e., time 1 compared to time 2), we could be overlooking sustained growth that is
occurring at a more behaviorally specific, item level. This is why we do not recommend evaluating
change based on overall competency scores. Instead, allow the 360 results to serve as diagnostic tool to
inform a leader’s development goals and evaluate for progress on the goals, not the scores.

Rater Considerations
Effective leadership is highly situational and success frequently lies "in the eyes of the beholder."
Understanding differences in raters who provide feedback is often very important to understanding an
individual's feedback results. Research shows that even within each rater group, survey ratings are
weakly correlated, particularly within the peer and subordinate groups (Conway and Huffcut, 1997).
Because differences between raters have such a significant impact on scores, it is essential to consider
who responded to the first survey and how they might differ from those who responded to the second
administration.
Challenge 4: Different raters lead to different scores. If scores are to be compared over time, at a
minimum (from a measurement and data integrity standpoint), effort should be made to ensure the
data from the exact same raters are included at both survey administrations. From a practical
perspective, matching raters from multiple survey administrations is very difficult due to turnover and
the fact that some invited raters are likely to respond to one survey but not the other.
To understand the impact of specific raters on scores, consider a common example where the direct
reports who respond to the first survey are different than the direct reports who respond to the second
survey. Even if all direct reports are invited to complete both the "pre" survey and the "post" survey,
unless all direct reports respond to both surveys the differences in who responds will change the results.
When asked if a leader is "micromanaging," a poor performer will often feel the leader is overbearing
(likely giving a low rating on the survey question "provides adequate autonomy") while a star performer
feels they have the trust of the leader (and is therefore likely to give a high rating on "provides adequate
autonomy"). If the star performer responds to the first survey administration but not the second, then it
will appear the leader has become much worse at giving autonomy to her direct reports.
Challenge 5: Practice effects influence focus and rating patterns. While using the same raters at both
survey administrations would provide a common rater perspective across 360 Feedback administrations
and would address the issue of rater overlap, practice effects are hard to overlook. Practice effects occur
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when exposure to the set of behaviors on the survey during the first administration focus a rater's
attention on these behaviors so that on the second administration they are more aware of and more
critical of these behaviors. These effects introduce a rating dynamic that is common when raters have
previous experience with the 360 process. The additional exposure to the survey content means that
these experienced raters are likely to have a heightened sensitivity to the leader's behaviors. In effect,
completing the survey the first time raises the bar of expectations for raters who become more critical
of the behaviors being assessed. Even if a leadership program had made a significant impact on its
participants, practice effects will put a downward pressure on 360 Feedbackscores from the second
administration that will lead to the faulty conclusion that leaders have actually gotten worse, not better,
as a result of the leadership program.
Challenge 6: Rater group differences make combined overall scores meaningless. When evaluating
programs over time, each leader's 360 scores are typically combined across all rater groups to create
one "combined overall score" that can be compared from time 1 to time 2. What makes this
problematic is that peer raters tend to rate more critically than managers and direct reports. Direct
reports tend to rate with greater leniency overall, but they are more critical on tactical leadership
behaviors such as delegation and talent development. Often, these differences by rater group reflect
real and important differences in the way leaders interact with others. If we consider our prior example
of "listens to others" and "includes others’ ideas when making decisions" it’s quite reasonable to think
that from the perspective of her boss, a leader may listen well and involve her boss in decisions, while
her peers feel this is a critical growth area. Combining these scores for an overall view creates a very
watered-down view of a leader's behavior which makes it very difficult to detect changes in specific
behaviors with specific groups.
In short, looking at overall scores instead of rater group differences washes out important nuances in
ratings. This is also why examining a leader’s qualitative data provides additional content rich insights to
augment the quantitative results. Taken separately, the quantitative and qualitative dimensions of a
leader’s 360 Feedback data are not sufficient to identify her developmental opportunities or measure of
progress toward on these growth areas. Instead, developmental priorities should be gleaned by
combining numeric ratings with qualitative data and a thorough understanding of the leader's
relationships with the specific raters who provided feedback at the time the survey was taken.
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Challenge 7: Small samples limit generalizability. 360 Feedback scores for an individual leader
necessarily reflect a small and incomplete sample, which limits generalizability. When looking at direct
report ratings from all of a leader's current direct reports, for example, it is difficult to discern how much
the scores reflect the leader's true ability as a leader vs. her behavior with this specific group of direct
reports. From a methodological perspective, we would need a large enough sample (i.e., greater than
30 data points to provide a normal distribution, according to the Central Limit Theorem) to be in a
position to make generalized statements about a leader’s underlying effectiveness on a specific
behavior. Take delegation, for example. If we were trying to generalize about leaders’ delegation
behaviors and abilities on the basis of survey responses, most 360 Feedback administrations simply do
not have a large enough sample to draw such a generalizable conclusion about a leader. The only way to
increase our sample size when dealing with 360 data would be to assess a large number (more than 30)
of direct reports across a leader’s career on the behaviors at hand. With these data we could draw a
conclusion about the leader's global delegation skills that was consistent and not constrained by the
particular rater characteristics in the sample of direct reports for a typical survey. While this approach
would be methodologically sound, clearly, it would be impractical.

Summary and Recommendations
This report was designed to highlight the critical role that raters, situations, and the underlying
methodological context plays in accurately interpreting changes in 360 Feedback data over time. The
primary conclusion from our analysis is that changes in 360 Feedback scores over time should not be
used to evaluate program effectiveness. It is our hope that organizations can leverage this discussion for
consideration in determining more viable options available for assessing change in leaders participating
in leadership development programs. In doing so, a more accurate view of true participant change may
be assessed in determining the value of the program for the organization and its leaders. To this end,
the following recommendations are presented as means for more improving the accuracy and
usefulness of evaluations of leadership programs that include 360 Feedback data:


Ensure the 360 raters represent a full range of key stakeholder group relationships, with
individual raters who have ample opportunity (i.e., regular and frequent cadence of interaction
of at least 6 months) to evaluate the behaviors at hand.



For each leader, invite as many raters as possible to the survey who are in a position to provide
well-rounded feedback on areas of leadership strength and development needs.
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Create targeted development action plans, based on 360 Feedback results, focused on one or
two key leadership behavioral areas—and build robust action plans in these targeted areas.



Obtain the commitment of participants’ direct managers to provide ongoing support (e.g.,
coaching, feedback) that reinforces progress and developmental skill building in the areas
identified in the action plans.



Use development action plans and progress made on the plans to evaluate change in leader
behaviors and draw program conclusions from these targeted evaluation data.



Incorporate ongoing 360 Feedback at 12 to 18 month intervals for an assessment of leaders’
current skill levels in key competency areas so that leaders can set new goals based on their
effectiveness given current assignments and current co-worker dynamics.
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